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Introduction

Methods(cont.)

With billions of data points collected, large-scale
genome-wide association studies (GWAS) provide
unparalleled opportunities to advance the
understanding of genetic architecture of complex
diseases. One emerging challenge of analyzing
such enormous datasets is that the number of
controls collected are substantially larger than the
number of cases for most of the binary phenotypes,
particularly rare diseases. Common practice ignores
the imbalance issue and includes all available
controls in the analyses. This not only requires huge
computational burden, but without proper
adjustment, it will cause significantly inflated type I
error rate induced by the imbalanced case-control
ratio. 1,2
Previous literature has done extensive research to
address the imbalance issue, from both the data
and the algorithm level3. At the data level, current
methods can be categorized as 1) over-sampling
the minority class 2) down-sampling the majority
class, and 3) a mixture of both. However, it is not
clear which method performs best. Meanwhile, no
study has systematically evaluated these
techniques on GWAS studies. With the aim to
identify the optimal method at lower computation
cost, here, we compared three down-sampling
methods: 1) randomly select controls 2) Propensity
Score greedy matching4 3) Coarsened Exact
Matching (CEM)5
Benefited by 23andme's large dataset, we use
empirical evidence to systematically evaluate and
discuss the usage of these subsampling strategies.
We first performed GWAS on 50 phenotypes with
the full dataset where we use all controls available
(total sample size 50K to 1M). We then apply the
sampling methods and use the sub-sampled data to
test the significant SNPs we obtained from original
GWAS. We compared and summarized point
estimation, standard error, and p-value resulting
from different methods.

Methods
Samples used in this analyses are unrelated
23andMe customers of European ancestry who are
consented to research. Phenotypic data is obtained
through self-reported survey responses. Genotyping
serviced was provided by Illumina. To assess how
each sampling method performed empirically, we
first conduct GWAS using the full database on 50
phenotypes and use this as the gold standard. We
selected phenotypes with different imbalance
states. The control/case ratio varies from 17 to 500
(25% quantile: 34, 50% quantile: 90, 75% quantile
236). The total number of samples in GWAS ranges
from 50K to 1 million (25% quantile: 61K, 50%
quantile: 87K, 75% quantile 97K).
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Figure 2. CEM matching. 1) Coarsen step: cases are “coarsened” to discrete bins
based on the properties of the covariates. For example, we group age to 5 bins
and gender to 2 bins, which leads to 10 bins in total. 2) Exact Matching step:
controls with the same bin properties will be matched to cases.
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We first performed GWAS on the selected
phenotypes and used the likelihood ratio test to
examine the significance (defined as p-value<=5e8) of the SNPs. The minor allele frequency of hits
from these GWAS ranges from 0.001% to 0.49
(median 0.266). We then applied CEM, propensity
score, and random sampling method to select a
subset of controls, so that the control/case ratio
equals 4 after subsampling. With the subsampled
data, we further tested the hits obtained from the
full sample GWAS. Using the data with randomly
sampled controls, 65% of hits from original GWAS
can also be detected (Table 1). Propensity score
can identify 77% of hits while CEM can identify 81%
of hits. Propensity score matching doesn’t perform
well when the number of cases is relatively small
(Table 1) while CEM is still stable. We then
compared standard error (Figure 4) of hits resulting
from the subsamples to the standard error from the
full sample GWAS. As expected, sampling leads to
a higher standard error. Both CEM and propensity
score matching generates a much larger standard
error when the SNP is rare (MAF<0.01%).

Figure 3. Propensity Score Greedy Matching. Greedy nearest neighbor
matching matches cases to the controls whose propensity score is closest. Once
matched, this control will not be considered for future matching.

The null model for the GWAS is:
Phenotype~ Age+Sex+Five PCs+chip version.
We use logistic regression to fit the model and
performed likelihood ratio test to examine each
SNP's effect individually. We then apply the
sampling methods on each of the 50 phenotype. For
random down-sampling (Figure 1.), we randomly
select a subset of controls so that control/case ratio
equals to 4 after sampling. For CEM matching
(Figure 2.), we matched cases and controls based
on age/gender strata. For propensity scoring
matching (Figure 3.), we first fit the model:
Phenotype ~ Age + Sex and calculate the residual
for each individual. We then match cases to their 4
nearest controls. After we obtained the subsampled
individuals, we use the sub-sample to test on the
hits (SNP with p-value<=5e-8) we obtained from fullsample GWAS.

Results
We selected 50 phenotypes from diverse categories
of disease: autoimmune, cancer, cardiovascular,
neurological, immune, etc. The number of cases of
these phenotypes ranges from 525 to 46K (median
8K).
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<=10K
10K-20K
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Propensity
Score
62.7%
75.9%

CEM
80.2%
74.4%

Random
51.2%
67.4%

20K-30K

88.8%

88.8%

55.5%

30K-40K

81.1%

82.8%

68.0%

>40K

100%

88.3%

79.1%

Overall

77.8%

81.1%

64.8%

Table 1 Proportion of hits detected with different number of cases. Comparing
to the hits identified in the GWAS using the full dataset, we summarized the
proportion of hits also identified in the subsample. Row: number of cases in the
data. Column: Sampling method.

Figure 4 Standard Error Comparison. X-axis: standard error of the effect size
from the full sample GWAS. Y-axis: standard error of the effect size from the
subsample. Pink: CEM matching, Green: Propensity Score Matching, Blue:
Random sampling

Discussion
In this study, we examined three down sampling
methods (random, CEM, propensity score) and
compared their performance on GWAS studies. At
the control/case ratio of 4, both CEM and
propensity score matching perform better than
random sampling. The imbalance issue is also a
very important challenge in the risk prediction area.
With much more controls than cases in the training
set, the algorithm is more leaning to predict a
sample to have low risk. In the future, we will apply
the subsampling methods on risk prediction area to
help solve the problem.
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